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Token Compressor

Based on QLoRA finetuning of Llama 3.1 8B in 4-bit
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v Section 1

train/grad_norm

— llama-token-compressor S
1.5
1
0.5
0 train/global_step
200 400 600 800 1k
train/learning_rate
— llama-token-compressor ¢
1.5e-4
0.0001
5e-5
0 train, |_step .
200 400 600 800 1k

1000

800

600

400

200

2.5

24

2.3

2.2

2.1

200

Import panel

train/global_step
— llama-token-compressor

train/loss
= llama-token-compressor

400

600

Add panel

Step

100

train/gl$bal_step

800

L[]

L1

1k

@ Edits visible only to you

0.02

0.015

0.01

0.005

200

train/epoch

— llama-token-compressor

400

600

Publish to project 000

train/global_step

800

1k


https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/aloshdenny

GPU Power Usage (W)

— llama-token-compressor e
150
100
50
0 Time (minutes)
100 200 300 400
GPU Memory Allocated (%)
— llama-token-compressor e
100
80
60
40
20
0 Time (minutes)
100 200 300 400
GPU Utilization (%)
— llama-token-compressor e
100 A e i U L Al
80
60
40
20
0 Time (minutes)
100 200 300 400
Disk Utilization (GB)
— llama-token-compressor e
5852.16 .
5852.16
5852.16
5852.15
5852.15
Time (minutes)
5852.15

100 200 300 400

GPU Power Usage (%)
— llama-token-compressor

L[]

100
80
60
40

20

Time (minutes)

100 200 300 400

GPU Time Spent Accessing Memory (%)
= |lama-token-compressor

L1

100

80

60

40

20

Time (minutes)

100 200 300 400

Network Traffic (bytes)

— llama-token-compressor Network Traffic Received (bytes) a
== llama-token-compressor Network Traffic Sent (bytes) v

Te+7 *
6e+7

Se+7 e
4e+7
3e+7

2e+7

le+7
Time (minutes)

100 200 300 400

Disk Utilization (%)
= |lama-token-compressor

L1

100

80

60

40

20

Time (minutes)

100 200 300 400

1.5e+10
le+10
5e+9
0
60
40
20
0
600
500

400
300

200
100

44

43.8

43.6

43.4

43.2

43—

GPU Memory Allocated (bytes)

— llama-token-compressor S
[
Time (minutes)
100 200 300 400
GPU Temp (°C)
— llama-token-compressor S

LML Lk il b e

Lisau o

Time (minutes)

100 200 300 400

Disk 1/0 Utilization (MB)

— llama-token-compressor MB read from disk a
== [lama-token-compressor MB written to disk v
..

Time (minutes)

100 200 300 400

Process CPU Threads In Use
= [lama-token-compressor

Time (minutes)

100 200 300 400


https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq

24700

24600

24500

24400

24300

24200

100

80

60

40

20

Process Memory Available (non-swap) (MB)
— llama-token-compressor

100 200

System Memory Utilization (%)

300

— llama-token-compressor

400

o

L1

100

200

300

Time (minutes)

400

100

100

80

60

40

20

Process Memory In Use (non-swap) (%)
— llama-token-compressor

L[]

100

200

300

Time (minutes)

400

System CPU Utilization (per core) (%)
— llama-token-compressor System CPU 0 Utilization (%)
== llama-token-compressor System CPU 1 Utilization (%)
« [lama-token-compressor System CPU 2 Utilization (%)
= llama-token-compressor System CPU 3 Utilization (%)

100

Import panel

200

300

Add panel

7000

6900

6800

6700

6600

100

80

60

40

20

Process Memory In Use (non-swap) (MB)
— llama-token-compressor

100

200

Process CPU Utilization (%)

300

— |lama-token-compressor

Time (minutes)

400

100

200

300

Time (minutes)

400

!


https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq
https://wandb.ai/alosh/huggingface/runs/4ktpp2eq

